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Abstract 

Text classification is a classical natural language processing (NLP) problem. The task is to classify a word, phrase, sentence or 

document into one of several categories, based on things like sentiment or hidden topics. Question and Answer (Q&A) websites 

are community-oriented platforms where text classification can be applied to ensure better organization of user-generated content. 

These social platforms allow users to post questions and answers to these questions. Questions can be tagged on the basis of the 

topics they represent, they can be classified as duplicates based on pre-existing questions, they can be classified on the basis of 

question quality and relevance, or they can be classified on the basis of sentiment. These tasks are usually performed by human 

moderators that are prone to bias, or a lapse in judgement. With the emergence of deep learning as a hot research area, with the 

democratization of deep learning frameworks, and with the emergence of more powerful hardware, models like neural networks 

and language models can be explored to see how well they fare on the task of classifying questions. It is important not just to look 

at syntax during question classification and tagging, but also semantics as well. Semantics refers to the meaning behind words. It 

is important to take context into account when classifying text and deep learning approaches offer an efficient way to do that.  
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________________________________________________________________________________________________________ 

I. INTRODUCTION 

The emergence of Web 2.0 (also called the social web or the participative web has let to the democratization if Internet-based 

services, and has fostered an online culture of social networking and interactivity. The importance of user-generated content has 

increased. This has led to the transformation of the Internet into a perfect platform for sharing knowledge, ideas and opinions. 

Question and Answer (Q&A) websites are a strong example of such knowledge sharing platforms where users can raise questions, 

and other knowledgeable users can answer them. In order to ensure a good user experience, and to ensure that content is well 

organized, moderators are often used on such platforms. It is the job of these human moderators to tag questions based on inherent 

topics, flag questions based on whether duplicates of such questions already exist, or flag questions for being irrelevant, poorly 

constructed or offensive. The issue here is that human moderators can be biased or may suffer from lapse in judgement. This 

inevitably affects how content is tagged and organized on Q&A websites. 

With an ongoing revolution in the field of artificial intelligence (AI), and the emergence of novel neural architectures, it has 

become possible to apply deep learning-based approaches to a lot of tasks. Text classification is one such classical task that falls 

within the domain of natural language processing (NLP). The task in text classification is to classify text into one or more pre-

defined categories. These categories depend on the application. By leveraging the power of neural models, automated text 

classification can be achieved that can replace human moderators on Q&A platforms. Predictive models like are trained in a 

supervised manner over a large dataset of examples that have been gathered by data mining, while language models are trained 

over large corpora of text and are capable of capturing relationships between words, phrases and sentences. 

When it comes to user-generated content like text, the meaning of words within sentences changes with context. Simple 

approaches to text representation like a Bag of Words (BOW) approach fail to take semantics into account. Only syntactic structure 

is considered. While this produces strong baseline results on several text classification tasks, having a model that is capable of 

taking context and semantics into account while representing words and sentences can lead to higher predictive accuracy. A recent 

trend in NLP has been to utilize word embeddings and language models like Google Universal Sentence Encoder (USE) that have 

been trained on large corpuses of text.  

There are several choices for predictive models among neural architectures. These architectures could be something simple like 

multi-layer perceptron (MLP), something moderate like convolutional neural networks (CNNs) and Recurrent Neural Networks 

(RNNs) or something complex like transformer-based architectures. 

This paper explores the use of a simple CNN architecture trained on top of pre-trained vectors to classify questions.   

II. RELATED WORKS 

One of the first things to deal with when classifying text is to find a way to represent text appropriately. BOW approach fails to 

take semantics into account, and information about word ordering is lost. In [1], the authors propose 2 novel neural models for 

computing dense vector representations for words from a large corpus - continuous bag of words (CBOW) model and skip-gram 

model. These models are simple feed-forward architectures. The dimensions of the vectors should be decided prior to training the 
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model. Choosing a small value for the number of dimensions (less than 50) leads to poor accuracy as the vector loses properties of 

high-dimensional spaces. Dimensions between 200 to 300 have been proved to give a good accuracy. Going above 300 dimensions 

does not lead to noticeable gains in accuracy. It is found If the word vectors learnt are projected into an n-dimensional space after 

dimensionality reduction, it is observed that words that occur in a similar context will map to proximal points in the space. In [2], 

the authors talk about an alternative to word2vec called GloVe. Unlike word2vec which is a predictive model, GloVe is a count-

based model.  The GloVe model makes use of word-level statistical information by training only on non-zero elements in a word-

word co-occurrence matrix. GloVe is faster to train when compared to word2vec. 

In [3], the author talks about how a CNN model trained on top of pre-trained word embeddings can achieve excellent results for 

multiple sentence classification tasks. One of the sentence classification tasks in question classification. The model uses multiple 

filters of varying sizes, all connected to the embedding layer. These are 1D convolutions, and so the filter moves in only the 

downward direction. The filter length is equal to the dimensions of the vectors in the embedding layer, and so, no sideways 

movement is required by the filters during convolution. Each filter is connected to a global max max-pooling layer. Pooling 

operates on each feature map independently and reduces the number of parameters and computation in the network. The vectors 

from the pooling layers are concatenated to create one single feature vector. This vector is fed to the last fully connected output 

layer. Since the paper deals with single-label classification problems, a softmax layer is used. A softmax layer models a probability 

distribution, where it tries to maximize the probability for one activation corresponding to the one relevant label in the ouput layer. 

The paper proposes that word2vec be used for pre-trained embedding vectors. The pre-trained vectors are seen as ‘universal’ 

feature extractors that can be used for multiple text classification tasks. The embedding layer can be fixed (static) during training, 

in which case its individual values (which are basically weights) will not be updated during backpropagation. Making the 

embedding layer trainable means that its weights will be updated after each epoch, leading to higher predictive accuracy. In other 

words, learning task-specific vectors by fine-tuning the embedding layer leads to improvements in predictions. When feeding a 

sentence into the network, it is encoded and then n-padded. Any sentence longer than n has to be truncated. For regularization, 

dropout is applied on the penultimate layer. 

For the question classification task, the TREC-6 dataset is used. The task involves classifying a question into 6 questions types 

(whether the question is about person, location, numeric information, etc.). The dataset comes with a training set of  5452 questions, 

and a test set of 500 questions.  

III. OBJECTIVE 

The aim is to build a question classification system that is capable of analyzing the semantic and syntactic structure of a user-

supplied question, before recommending one or more labels that correspond to the topics present in the question. The classifier 

should be capable of multi-label classification. 

IV. PROJECT DESIGN METHODOLOGY 

 Problem Statement 

Q&A websites rely on community participation not just for creation of new content, but often, even for the management of content. 

This includes actions such as tagging a question, flagging an answer as irrelevant or spam, identifying questions that are derogatory 

and not trying to seek helpful answers and so on. Traditionally, human moderators have been responsible for controlling the quality 

of content on the website. However, techniques relying strictly on human evaluation do not always fair well. This mandates the 

need for more intelligent approaches to text classification. 

 Proposed System 

The model architecture is similar to the CNN model proposed in [3]. The model is intended to be deployed into a live environment 

as part of a web application where it will predict labels for the questions a user posts, and its possible that the question a user enters 

consists of 2 or more distinct parts, each with its own corresponding label. Hence, the task of question classification becomes a 

multi-label classification problem. Therefore, the final softmax layer is replaced with a sigmoid layer with 6 activations. Pre-trained 

Glove embeddings that are 100 dimensions long are used for this task. 

 Data flow diagrams 

A data flow diagram (or DFD) is a graphical model that allows us to represent the flow of information between processes in a 

system using symbols like rectangles, circles and arrows, plus short text labels.  

The Yourdon and Coad representation is used for the DFDs. There are DFD models for different levels to capture and represent 

information at different levels of granularity and abstraction. 
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 DFD Level 0 

 
The question a user supplies is fed into the semantic question classifier. The question classifier returns all the tags that are applicable 

to the question. 

 

 DFD Level 1 

 
The user-supplied question must first be pre-processed before being fed into the network. This means that any punctuation and 

special characters are first stripped off, and the question is then encoded via a process known as count vectorization. The question 

is then fed into the CNN which first has to be loaded into memory. This CNN has been trained on a large corpus of questions 

already (in this case, the TREC-6 dataset). Predicted labels that have a threshold above 0.5 are returned back to the user. 

V. CONCLUSION 

In this work, we describe a CNN model that has been trained on top of pre-trained GloVe embeddings. The model works extremely 

well for cases where questions are supposed to have only 1 associated label. When questions posed consist of 2 or 3 parts where 

each part belongs to its own category, the model doesn’t perform that well. In such a case labels are identified for only the leftmost 

part. Augmenting the dataset helps to some extent but it is definitely not feasible for large datasets and for practical applications.  

VI. FUTURE WORK 

More complex CNN architectures can be experimented with. Other architectures like Long-Short Term Memory Networks 

(LSTMs), C-LSTMs (Convolutional LSTMs), LSTM-CNNs, etc. can also be tried out. Word embedding models like word2vec 

and ElMo can be tried. 
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